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Outline 

Á Scalar registers vs. vector registers 

Á Intel AVX vector extensions 

Á Vectorization (SIMDization) of scalar code 

Á Selected AVX vector instructions 
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SIMD Vectorization 

Á To sum the values of 2 arrays, a conventional CPU needs one 

add operation (ñ+ò) per array index: 

 

 

 

 

 

 

 

Á Reason: a register of a conventional CPU can only hold only 1 

data item at a time (such a register is called a scalar register): 

double a[4] = { 1.0, 2.0, 3.0, 4.0};  

double b[4] = { 1.0, 2.0, 3.0, 4.0};  

double c[4 ];  

 

c[0] = a[0] + b[0];  

c[1] = a[1] + b[1];  

c[2] = a[2] + b[2];  

c[3] = a[3] + b[3];  
 

double a[4] = {1.0, 2.0, 3.0, 4.0 };  

double b[4] = {1.0, 2.0, 3.0, 4.0 };  

double c[4];  

int  i ;  

 

for( i =0; i  < 4; i ++) {  

   c[ i ] = a[ i ] + b[ i ];  

}  

sequential array sum array sum using loop 
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SIMD Vectorization (cont.) 

Á Vector processors have large registers that can hold multiple 

values of the same data type. 

 

 

 

 

 

 

 

Á An Intel AVX register can hold 4 double  values at once: 

 
a[0]  

b[0]  

c[0]  

+ + + + 

a[1]  a[2]  a[3]  

b[1]  b[2]  b[3]  

c[3]  c[2]  c[1]  

Á Called a vector of 4 doubles 

Á every double  value is a vector element 

Á _mm256_add_pd() operates on vectors 

Á In one go, individual elements from vectors a 

and b are added and stored in vector c 

 (data parallelism!) 

_  _m256d a = {1.0, 2.0, 3.0, 4.0};  

_  _m256d b = {1.0, 2.0, 3.0, 4.0};  

_  _m256d c;  
 
 
c = _mm256_add_pd( a,b ) ;  

data-parallel array sum using vectors 

double a[4] = {1.0, 2.0, 3.0, 4.0};  

double b[4] = {1.0, 2.0, 3.0, 4.0};  

double c[4];  
 

c[0 ] = a[0] + b[0];  

c[1] = a[1] + b[1];  

c[2] = a[2] + b[2];  

c[3] = a[3] + b[3 ];  

sequential array sum 
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Á Instead of arrays of integers, we can define arrays of vectors of 

integers: 

 

 

 

 

 

 

 

double a[4*MAX], b[4*MAX];  

double c[4*MAX];  

int ctr;  
 

for ( ctr  = 0; ctr  < 4*MAX; ctr ++) {  

    c[ ctr ] = a[ ctr ] + b[ ctr ];  

}  

 
scalar code 

SIMD Vectorization (cont.) 

+ + + + 

vector code 

a[0]  a[1]  a[2]  a[3]  a[4]  

b[0]  

c[0]  

C[0] = A[0] + B[0]  C[1] = ...  

vector register 

+ 

scalar code 

#define MAX ...  

__m256d A[MAX], B[MAX], C[MAX];  

int ctr;  

 

for ( ctr  = 0; ctr  < MAX; ctr ++) {  

   C[ ctr ] = _mm256_add_pd( A[ ctr ], B[ ctr ];  

}  

scalar 

register 
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double a[4*MAX], b[4*MAX];  

double c[4*MAX];  

int ctr;  
 

for ( ctr  = 0; ctr  < 4*MAX; ctr ++) {  

    c[ ctr ] = a[ ctr ] + b[ ctr ];  

}  

 
scalar code 

SIMD Vectorization (cont.) 

+ + + + 

vector code 

a[0]  a[1]  a[2]  a[3]  a[4]  

b[0]  

c[0]  

C[0] = A[0] + B[0]  C[1] = ...  

+ 

scalar code 

#define MAX ...  

__m256d A[MAX], B[MAX], C[MAX];  

int ctr;  

 

for ( ctr  = 0; ctr  < MAX; ctr ++) {  

   C[ ctr ] = _mm256_add_pd( A[ ctr ], B[ ctr ];  

}  

Á Vector code uses single instruction, but multiple data items (vector 

elements) 

Á called Single Instruction Multiple Data (SIMD) 

Á Scalar code operates on 1 data item per operation 

Á called Single Instruction Single Data (SISD) 
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Different AVX and SSE vector types  

4x float, __m128 

2x double, __m128d 

16x 8-bit, char 

8x 16-bit , short int 

4x 32-bit,  int 

2x 64-bit , long int 

1x 128-bit, e.g.  __int128 (GCC) 

8x float, __m256 

4x double, __m256d 

AVX-256 bit types 

SSE and AVX-128 bit types 

Á AVX was introduced with the Intel Sandybridge architecture (2011) 

Á Future vector registers might even span 512 or 1024 bits 

Á In our discussion, we wonôt cover previous (128-bit SSE) types 
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Different AVX and SSE vector types (cont.)  

8x float, __m256 

4x double, __m256d 

AVX-256 bit types 

Á We can have vectors of  8 floats: 

 

 

Á Or vectors of 4 doubles: 

 

 

Á _mm256_add_pd() is called an intrinsic. An intrinsic is a procedure 

provided by the compiler. The compiler will replace the intrinsic with one 

or more CPU assembly instructions. 

Á Note: here the suffix ópdô denotes the type of the operand(s), see next slides. 

__m256 a, b, c;  

c = _ mm256_add_ps( a,b ); //add 8 float values in one instruction!  
 

__m256d a, b, c;  

c = _ mm256_add_pd( a,b ); //add 4  double values in one instruction!  
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AVX Intrinsic Naming Convention 

  _mm256_op_suffix (data_type param1, data_type param2, data_type param3) 

AVX 256 bit 

register prefix 

operation 

(add, sub, ...) 

type of operand to operate on 

first letter is ópô (packed, meaning óvectorô) or ósô (scalar) 

types according to table below 

Suffix Meaning 

s/d single/double precision float value 

[i/u]nnn signed or unsigned integer of bit size ónnnô, 

where ónnnô is 128, 64, 32, 16 or 8 

ps/pd/sd packed single, packed double or scalar 

double 

epi32 extended packed 32-bit signed integer 

si256 scalar 256-bit integer 

Note: ósingleô means ósingle precisionô, i.e., the ófloatô type, 32-bits wide 

ódoubleô means ódouble precisionô, i.e., the ódoubleô type, 64-bits wide 
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AVX Intrinsic Naming Convention (cont.) 

_mm256_mul_ps  

single precision (=ófloatô) 

packed (=vector) 

AVX-256 register 

_mm256_mul_pd 

double precision (=ódoubleô) 

packed (=vector) 

AVX-256 register 
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Broadcasting a scalar value across a register 

_mm256_broadcast_sd (double const * a)  

scalar 

double precision 

AVX-256 register 

* a 

Used to load a scalar value from memory across all elements of vector register, 

single precision version exists, too. 

a 
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Loading consecutive scalars into register 

_mm256_load_pd (double const * p)  

packed 

double precision 

AVX-256 register 

*p *(p+1) *(p+2) *(p+3) p 

Main memory 

Used to load 4 scalar values from memory to register. Single precision version also available. 
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SIMD Vectorization 

Á An AVX vector register can hold 8 float  variables at a time. 

Á max. 8-fold speedup over computation in scalar registers: 

 

 

 

 

 

 

 

 

 
 

#define MAX (5000 * 8 )  

 

float a [MAX];  

float b [MAX];  

 

void main() {  

    int  i , ctr ;  

    for ( ctr =0; ctr <100; ctr ++) {  

        for( i =0; i <MAX; i ++) {  

           a[ i ] = a[ i ] + b[ i ];  

        }  

    }  

}  

scalar sum 

#include < immintrin.h > 

 

#define MAX (5000)  

 

__m256 va  [MAX];  

__m256 vb  [MAX];  

 

void main(void) {  

   int  i , ctr ;  

   for ( ctr =0; ctr <100; ctr ++) {  

      for( i =0; i <MAX; i ++) {  

         //GCC will select intrinsics :  

         va [ i ] = va [ i ] + vb [ i ];  

      }  

   }  

}  

SIMD sum 

vector registers, processing 

8 float pairs per loop 

iteration 

scalar register, 

processing 1 pair of floats 

per loop iteration 

YSCEC 



Vectorization 

14 

SIMD Vectorization (cont.) 

Á Try out the examples on the previous page! 

Á You find them in YSCEC. 

Á Consult the README.txt on how to compile and run. 

Á GCC >= 4.4 can generate code for AVX, if told to do so: 

Á  gcc   -mavx     simd_sum.c    -o simd_sum 

Á Note: only Intel Sandybridge CPUs support AVX 

Á on other CPUs, an óillegal instructionô exception will occur 

.L4:  
  movl     28(%esp ), % eax  
  sall     $5, % eax  
  addl     $a, % eax  
  vmovaps  (%eax ), %ymm1  
  movl     28(%esp ), % eax  
  sall     $5, % eax  
  addl     $b, % eax  
  vmovaps  (%eax ), % ymm0 
  vaddps   %ymm0, %ymm1, %ymm0 
  movl     28(%esp ), % eax  
  sall     $5, % eax  
  addl     $a, % eax  
  vmovaps  %ymm0, (%eax )  
  addl     $1, 28(% esp )  

assembly code for inner loop of SIMD sum 

from previous slide 

exception 

Á Intel provides an emulator to run 

AVX code on CPUs that donôt 

support AVX instructions. 

Á http://software.intel.com/en-us/avx/ 

Å free of charge, for Linux and Windows 

Á Name: SDE 

Á installed on elc1 

http://software.intel.com/en-us/avx/
http://software.intel.com/en-us/avx/
http://software.intel.com/en-us/avx/
http://software.intel.com/en-us/avx/
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SIMD Vectorization (cont.) 

Á We will provide a Sandybridge server soon to you 

Á gpgpu2.elc.yonsei.ac.kr  (already ordered, on the way from Germany now...) 

Á Meanwhile we can evaluate our performance improvement using sde 

Å sde provides us with the number of executed instructions 

Á following command runs our scalar_sum binary on sde: 

 
[ bburg@elc1 sse ]$ sde  --  ./ scalar_sum  

Á Ask sde to generate profiling information in file scalar_sum.out: 

 
[bburg@elc1 sse ]$ sde  - mix - omix  scalar_sum.out  --  ./ scalar_sum  

 

#rank        total     %   cumulative%      address  function - name  image - name 
   0:     40000709   99.630  99.630           8048374 main              IMG: scalar_sum  
   1:        30599   0.076  99.706            4a06e0 do_lookup_x       IMG: /lib/ld - linux.so.2  
   2:        20924   0.052  99.759            4a0a10 _ dl_lookup_symbol_x   IMG: ld - linux.so.2  
   ...  

file scalar_sum.out 

 

#rank        total     %   cumulative%      address  function - name  image - name 
   0:      8000710   98.179  98.179           8048374 main             IMG: simd_sum  
   ...  

approximate speedup, with grain of salt: 40000709 / 8000710 ~ 5     
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Loop Unrolling 

Á We can remove sequential, loop-induced overhead 

Á letôs unroll the inner loop 8 times: 

#define MAX (5000)  

 

__m256 va  [MAX];  

__m256 vb  [MAX];  

 

void main(void) {  

   int  i , ctr ;  

   for ( ctr =0; ctr <100; ctr ++) {  

     for( i =0; i <MAX; i +=8) {  

         a[ i ] = a[ i ] + b[ i ];  

         a[i+1] = a[i+1] + b[i+1];  

         a[i+2] = a[i+2] + b[i+2];  

         a[i+3] = a[i+3] + b[i+3];  

         a[i+4] = a[i+4] + b[i+4];  

         a[i+5] = a[i+5] + b[i+5];  

         a[i+6] = a[i+6] + b[i+6];  

         a[i+7] = a[i+7] + b[i+7];  

      }  

   }  

}  SIMD sum, loop unrolled 

Á If compiled without optimization, the 

unrolled code is slower than SIMD 

sum. L 

Á too many redundant index computations 

(additional additions!) 

Á Using gccôs ïO3 option eliminates 

common subexpressions: 

Á SIMD sum: 3 000 409 dyn. instructions 

Á unrolled:     1 687 909 dyn. instructions J 

Á Compiling the scalar sum using ïO3 

yields a surprise: 

Á scalar sum: 3 000 409 dyn. instructions 

Á what has happened? 

Å for this simple example, gcc could perform 

vectorization automatically J 

Å the scalar sum was auto-vectorized by gcc! 

Å wonôt be the case for more complex code 

Å manual loop unrolling still improved performance 
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Example: Grayscale SIMDization 

#define NR_PIXELS 10000  

 

float ColorImage   [NR_PIXELS * 3]; //R,G,B per pixel  

float ResultImage  [NR_PIXELS];     //1 byte per pixel  

float * Cptr , * Rptr ;  

 

int  main(void) {  

  int  i , j;  

  for (j=0; j<100; j++) { //do it a few times...  

     Cptr  = ColorImage ;  

     Rptr  = ResultImage ;  

     for ( i  = 0; i  < NR_PIXELS; i +=3) {  

        * Rptr  = (0.3* Cptr [ i ] + 0.59* Cptr [i+1] + 0.11* Cptr [i+2]);  

        Rptr ++;  

     }  

  }  

  return 0;  

}  

scalar grayscale conversion algorithm 

1 pixel converted per loop 
iteration.  

YSCEC 
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Example: Grayscale SIMDization 

scalar sum 

#define NR_PIXELS 10000  

 

__m256 R_val  [NR_PIXELS / 8];  

__m256 G_val  [NR_PIXELS / 8];  

__m256 B_val  [NR_PIXELS / 8];  

 

__m256 R_mul  = {0.3, 0.3, 0.3, 0.3, 0.3, 0.3, 0.3, 0.3};  

__m256 G_mul;  

__m256 B_mul ;  

 

float init [2] = {0.59, 0.11};  

 

int  main() {  

  int  i , j;  

  G_mul = _mm256_broadcast_ss( init );  

  B_mul  = _mm256_broadcast_ss(init+1);  

 

  for(j=0; j<100; j++) { //do it a few times...  

     for ( i  = 0; i  < NR_PIXELS / 8; i ++) {  

         R_val [ i ] = _mm256_mul_ps ( R_val [ i ], R_mul); // R = R * 0.3  

         G_val [ i ] = _mm256_mul_ps ( G_val [ i ], G_mul); // G = G * 0.59  

         B_val [ i ] = _mm256_mul_ps ( B_val [ i ], B_mul ); // B = B * 0.11  

 

         R_val [ i ] = _mm256_add_ps ( R_val [ i ], G_val [ i ]); // R = R + G  

         R_val [ i ] = _mm256_add_ps ( R_val [ i ], B_val [ i ]); // R = R + B  

     }  

  }  

}  SIMD grayscale conversion algorithm 

8 pixels converted per loop 
iteration.  

YSCEC 


